
  

A Novel Conceptual Architecture for Person-Centered Health Records 

Titus Schleyer, DMD, PhD1,2, Zachary King, MS3, Zina Ben Miled, PhD3 
1Department of Medicine, Indiana University; 2Regenstrief Institute Inc.; 

 3Electrical and Computer Engineering Department, Purdue School of Engineering and 
Technology, IUPUI 

Abstract 

Personal health records available to patients today suffer from multiple limitations, such as information 
fragmentation, a one-size-fits-all approach and a focus on data gathered over time and by institution rather than 
health conditions. This makes it difficult for patients to effectively manage their health, for these data to be enriched 
with relevant information from external sources and for clinicians to support them in that endeavor.  

We propose a novel conceptual architecture for person-centered health record information systems that transcends 
many of these limitations and capitalizes on the emerging trend of socially-driven information systems. Our proposed 
personal health record system is personalized on demand to the conditions of each individual patient; organized to 
facilitate the tracking and review of the patient’s conditions; and able to support patient-community interactions, 
thereby promoting community engagement in scientific studies, facilitating preventive medicine, and accelerating the 
translation of research findings.  

Introduction 

Recent, significant investments in health information technology (health IT) have resulted in an unprecedented 
increase in the “digitization” of the healthcare system in the US. However, the digitization of healthcare information 
has not automatically translated into increased utility and usability for patients and providers. Indeed, according to a 
recent report from the Office of the National Coordinator for Health Information Technology (ONC), “there is much 
work to do to see that every individual and their care providers can get the health information they need in an electronic 
format when and how they need it to make care convenient and well-coordinated …” 1.  

An example of the practical limitations common today is the fact that patients often must interact with more than one 
patient portal, especially when they see clinicians in multiple health systems. This makes it difficult for them to review 
and synthesize their health information, and act efficiently and effectively on it. A second limitation is that the health 
information captured about patients is organized using a one-size-fits-all model. For instance, even in electronic 
systems male patients are routinely asked whether they are pregnant or not. Thus, in the words of the ONC report, 
health information is not easy for “individuals, their families, and care providers to send, receive, find, and use in a 
manner that is appropriate, secure, timely, and reliable”1. Against the backdrop of these limitations, the increasing 
penetration of health IT, coupled with our - now commonplace - expectation that we can manage almost all aspects of 
our lives electronically, presents an unprecedented opportunity to shape the health sector via a socially-driven, digital 
approach for person health record (PHR) management. This paper discusses some of the gaps preventing the 
mainstream adoption of PHRs and proposes a framework that can help bridge these gaps. The goal of this framework 
is the automated generation of a PHR customized to individual patients and their health and disease conditions. 
Through this framework, patients will have the opportunity to manage their own health information based on their 
specific medical conditions rather than a generic one-size-fits-all model. The expected benefits include: 

 consolidating and organizing the underlying data in manner that makes information easily understandable and 
accessible to patients and health care providers; 

 enabling targeted preventive medicine tailored to individual patients in an effective and efficient manner; and 

 facilitating large scale studies, and promoting the active engagement of the patient in local, regional and national 
research. 

The Health Information Digitization Roadmap  

The roadmap for the digitization of the health sector emphasizes three main initiatives: 1) migrating legacy ad hoc 
electronic health records (EHR) into standardized enterprise-level EHR systems, 2) facilitating EHR-to-EHR 
interoperability and exchanges of health information, and 3) enabling EHR-to-Patient/PHR exchanges of this health 
information.  
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The success of the first initiative, the migration to standardized EHR systems, has resulted in:  

 93% of non-Federal acute care hospitals adopting certified EHR systems by 2014 according to the ONC2; and  

 200 million patients in the US expected to be covered by the Epic3 EHR system once all of its ongoing system 
deployments are completed.  

With regard to the second initiative, EHR-to-EHR interoperability, the federal government launched an unprecedented 
nationwide effort in 2009 to help evolve a digital, interoperable health care system in the US4. This effort resulted in 
more than 50% of office-based professionals and 80% of hospitals 
using EHRs through which they are now able to electronically 
exchange standardized patient information in a basic fashion5,6. A 
similar state-wide EHR interoperability endeavor is the Indiana 
Network for Patient Care (INPC), which was started by the 
Regenstrief Institute in 1998 and is now operated by the Indiana 
Health Information Exchange.  Today, the INPC connects 25,000 
physicians, 106 hospitals, 110 clinics, surgery centers and many other 
healthcare organizations7, and maintains information about over 14 
million patients.  

In connection with the third initiative, EHR-to-Patient/PHR 
information exchange, it was estimated that as of 2012, 57% of 
healthcare providers had a patient portal solution in place allowing 
patients to access all or part of their health information8. Moreover, in 
order to investigate the challenges of supporting two-way information 
exchange between patients and health care providers (Figures 1 and 

2), the ONC conducted a pilot through the National 
Association for Trusted Exchange (NATE)9. This pilot 
focused on data flow and exchange of information from 
the provider to the PHR (EHR-to-PHR) and vice-versa 
(PHR-to-EHR).  The NATE pilot9 bi-directionally 
connected EHRs to PHRs using Blue Button10 and 
HealthVault11. Blue Button allows patients to 
electronically access their own health information from 
providers such as health plans, pharmacies, and 
hospitals. HealthVault is a PHR that allows patients to 
connect to health providers via Blue Button and 
download their health related information into a cloud-
based account.  

The three groundbreaking initiatives mentioned above 
are essential enablers to support the difficult “last mile” 
effort that will deliver much anticipated benefits of 
PHRs to the patient. Currently several patient-oriented 

software applications12 are being offered as solutions to bridge the last mile. However, the limitations of these solutions 
are still significant enough to have prompted the ONC to articulate its recent 10-year vision. This vision encourages 
“last mile” solutions that a) enable individuals to manage their own health information, b) share it with their health 
care providers and c) enable health care providers to individualize diagnosis and therapy and adapt it, as needed, to 
the patient’s condition in real-time by 20251.  

In the following section, the features as well as the limitations of some of the existing patient-focused solutions are 
discussed in order to establish a baseline and motivate the need for a PHR framework that is capable to meet the ONC 
2025 vision.  

	
Figure 1. Sample PHR scenario 

 
Figure 2. Current framework for PHR information 
systems 
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Current Patient-focused Software Applications  

Different vendors offer patient-focused software applications12 such as 
personal health data-marts, process flow and decision support systems. We 
briefly review these different types of software applications in this section.   

HealthVault, Google Health13 and Indivo-Dossia14 can be categorized as 
personal health data-marts. HealthVault provides the ability to organize 
patient health information (PHI), register medical devices (for acquisition of 
parameters such as blood pressure and glucose) and aggregate family 
accounts. Figure 3 shows the specific one-size-fits-all data model used by 
HealthVault. Under this model, patients have a “health” account on the cloud 
that is used to house their records retrieved from different health care 
providers’ EHRs, which are, in the overwhelming number of cases, 
completely independent of each other.   

Google Health was an early PHR that used a model similar to that of 
HealthVault. It was discontinued in 2011. Indivo is an open source PHR 
which is supported by several large corporations including WalMart. It 
allows a limited level of personalization through the selection of apps such 
as immunization tracker and medication manager. These pioneering tools use a relational model with a focus on 
collecting data from different sources (Figures 2 and 3). 

An additional feature of Indivo-Dossia is the ability to automate the process flow between the health service provider 
and the patient. For instance, a patient may request an examination by using Indivo. The doctor can then review the 
patient’s health profile and update it by entering a diagnosis or ordering a laboratory test. The request for the laboratory 
test is forwarded to the information management system of the corresponding laboratory. Once the test is completed, 
the results are entered and the doctor is notified. Indivo uses ontologies to semantically disambiguate concepts that 
may be expressed differently in the participating sub-systems. 

MeTree15 and Health Heritage16 are decision support systems. MeTree focuses on collecting and organizing family 
history in order to help support primary care decision-making. Health Heritage focuses on matching the family history 
with recent scientific research in order to personalize care and prevention plans. 

Given the variety and multitude of these types of patient-focused software applications, some of which have been in 
existence for nearly a decade, the obvious question is: Why is widespread community adoption lacking? The result of 
a survey of PHR penetration rates in the US indicated that, in 2010, only 7% of the survey participants had ever used 
a PHR and less than half of these continued using it17. Among veterans, 71% of which utilize the Internet, about 20% 
reported using a PHR in a 2012 survey18.   

In an attempt to answer the above question and by using a process of elimination, cost can be excluded since most of 
the above-mentioned patient-focused software applications are free. Privacy concerns can also be excluded based on 
the findings of an earlier study19. This study indicated that while a reasonable level of privacy is expected, a large 
percentage of the participants were willing to share their health information. The answer can then hypothetically be 
attributed to 1) the community interest level or 2) ease of use and the added benefit trade-off. In the next section, we 
present the results of a study that shows that community interest level can also be excluded. This conclusion is 
supported in the literature20, 21, 22 with a consensus around the fact that the adoption of PHRs is low in spite of the 
anticipated benefits. Some of the identified reasons20 for the low adoption include the need for additional education 
and training but most importantly for a better PHR model that can leverage technological advances while meeting the 
needs of patients and health care professionals.  

Community Interest 

In order to assess the potential interest level, we conducted a simple study to measure the current community 
engagement for a representative social media platform, Twitter. Twitter activities related to three common diseases, 
namely cancer, asthma and diabetes, were investigated for three consecutive semesters from 7/1/2014 to 12/31/2015. 
The results were obtained by querying the tweets for the keywords a) “cancer”, b) “asthma” and “asthmatic”, and c) 
“diabetes” and “diabetic”.  In the case of cancer, the raw data was preprocessed to eliminate irrelevant tweets (e.g., 
tweets related to the astrological sign cancer). 

 
Figure 3. PHR structured relation 

1092



  

For each period and disease, Table 1 shows the number of tweets and the number of followers for a given handle (i.e., 
user) that posted a tweet related to the specific disease during the period. Duplicate entries were removed such that 
the number of followers for a given handle are counted only once during any given semester. The last column shows 
the percentage of the total number of followers shared by the top three handles for each disease type.  

 

Table 1 highlights the following general trends: 

 The number of followers show a steady increase for all three disease types. 

 Cancer shows the highest level of activity, followed by diabetes and asthma. The number of people in the US 
impacted by cancer (20.3m), diabetes (21.0m) and asthma (17.7m)23 are relatively close. However, the percentages 
of total deaths24 attributed to cancer and diabetes in 2013, are 22.5% and 2.9%, respectively. Asthma is not ranked 
as a leading cause of death24. This comparison could possibly hint at a correlation between the activity level and the 
mortality rate.   

 The top three handles account for 11%, 39% and 30% of the total number of followers for cancer, diabetes and 
asthma, respectively. This indicates that there are some influencers with large numbers of followers that have the 
potential to define the landscape of health social media. 

The choice of Twitter as a social media platform was only meant as a representative example. Other social media 
platforms exhibit similarly high health-related activities. Examples of health-focused social platforms include 
healthboards.com25 and thepatientforum26. Based on the above results, and the fact that Twitter is a widely used social 
media platform, the interest level can be excluded as a cause for the lack of widespread adoption of PHR systems. 
Ease of use and the perceived added benefit by the patient seem to be the determining factors in the mainstream 
adoption of PHR systems.  

Conceptual Architecture 

As discussed above, one main reason why current 
PHRs have not yet been able to deliver the benefits 
articulated in the 2025 ONC vision is likely to be ease 
of use. Despite the fact that the user-friendly nature of 
a software application is often associated with the 
personalization level of the application27, most current 
PHRs have adopted a one-size-fit-all model. The 
tailor-made, on-demand experience that the 
community is now expecting from online services 
(e.g., on-demand TV, personalized marketing and 
personalized banking) should be reflected in the 
services provided by the PHR. Furthermore, a key 
factor in the success of this personalization is the 
adoption of a condition-driven health data model rather 
than the widely used event- and institution-based data 
model. One of the drawbacks of the event-based data 
model is that, when reviewing, for instance, a patient’s 
diabetic condition within current PHRs, clinicians must find and navigate to measurements, appointments, medications 
and procedures among a potentially large set of data points over time. The condition-driven model allows the 
individualized PHR to be organized around a) the conditions of concern to each individual, b) the potential correlation 

 (7/1 – 12/31) 2014 (1/1 – 6/30) 2015 (7/1 – 12/31) 2015 % of followers for 
the top three handles 
across all periods  #tweets #followers #tweets #followers #tweets #followers 

Cancer 34,587 41,022,634 141,615 100,957,640 141,086 122,399,740 11% 

Diabetes 5,663 5,876,809 55,960 19,919,609 24,793 30,487,220 39% 

Asthma 3,239 2,238,906 11,049 7,524,524 10,491 13,585,026 30% 

Table 1. Number of tweets and followers per disease from the second half of 2014 until the end of 2015 

 
Figure 4. Proposed Person-Centered PHR Architecture 
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between these conditions, and c) the potential relation between the manifestations of these specific conditions in the 
PHRs of the patient’s relatives.  

Figure 4 shows the general framework of the proposed PHR framework. The main modules of this framework consist 
of a) personalization and registration, b) data management, c) services and updates, and d) notification and 
authorization modules. Each of these modules is discussed next. 

a) Personalization and registration 

The concept of personalizing the PHR by using a condition-based model is sustained throughout the life-cycle of the 
PHR. When patients initially register, the personalization and registration module will dynamically and interactively 
create a set of questions enabling the rapid capture of the patient’s health status. For instance, knowledge of the gender 
of the patient will eliminate, in either case, a large number of gender-irrelevant questions. Similarly, entry of the date 
of birth will allow the registration to be tailored to health conditions pertinent to the appropriate age group. In addition 
to its efficiency, this approach offers the possibility to drill down and gather information for important health 
conditions comprising historical information related to a given disease, family members suffering from the same 
disease, and previous and current health care providers related to this condition.  

The interactive and dynamic registration questionnaire is only the first step of the personalization process. The next 
step consists of generating a personalized PHR that will organize the health information provided both by the patient 
as well as that obtained through the healthcare provider in a semantically meaningful way. The details of this 
personalization are covered throughout the remainder of the paper. 

b) Data management  

Our proposed data management scheme is based on MongoDB28, a NoSQL document database. MongoDB stores data 
as documents by using an extension of JavaScript Object Notation (JSON) called Binary JavaScript Object Notation 
(BSON) which includes primitive data types such as floating point. Most of the current EHR-EHR data exchanges 
today transmit data directly through HL7 or use the Extensible Markup Language (XML). The debates about the 
suitability of XML versus JSON or its variant BSON is ongoing. Our choice of BSON for both data representation 
and data exchange is based on the fact that the latter supports arrays which is an essential data structure for the 
representation of repetitive measurements especially when the data has a high velocity (e.g., reading of glucose levels 
multiple times a day). Furthermore, the conversion from XML to BSON is straightforward and can be easily 
accommodated to retrieve PHI from existing EHRs.  

The use of the label “document” in MongoDB is a misnomer. In this paper, the term object is used instead. The 
proposed data model is designed around basic primitive objects (i.e., documents in MongoDB technical terms). These 
primitive objects include basic information, measurement, procedure, lab test, prescription and relation. The primitive 
objects are subject to update and extension without incurring any disruption to the operation of the application. This 
is a unique feature of MongoDB which simplifies the personalization process. For instance, it is conceivable in the 
future to add a meal object that will support the nutrition aspect of the PHR as well as the individualization of the 
managed delivery of insulin for a diabetic. Another possible extension is a physical exercise object that will be used 
to support fitness activities.  

Figure 5 shows a sample instantiation of four of the primitive objects, namely basic information, measurement, 
observation and relation.  These primitive objects are patient-specific and generated by the registration and 
personalization module (Figure 4). All of the objects reference a “uid”. This is a unique health id for the patient. In a 
previous study19, participants indicated that they did not object to the use of a unique health id. Furthermore, most of 
the current users of social media platforms are accustomed to having a unique identifier. For instance, in Twitter this 
identifier is called a handle and it was used to generate the statistics of Table 1. The health care provider is also 
associated with a unique identifier (Figure 5-2), with the existing National Provider Identifier being the most logical 
choice. Moreover, all measurements, observations and scanned documents also have a unique identifier. These latter 
identifiers are constructed by prepending the uid of the patient to a unique sequence for each element type. 

Several of the features of the primitive objects are worth noting:  

 The measurement type includes a potential list of mappings. These mappings are added as needed to each individual 
patient record in order to support interactions with health care providers that use different vocabularies. Mapping 
between different vocabularies can be performed by using a metathesaurus such as the UMLS29. Furthermore, on a 
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longer term basis, this field can also be used to capture any vulgarization of different measurement names. In 
general, this functionality reduces the difficulties associated with semantic mapping.  

 The primitive measurement object includes an aggregation type field which indicates how the data should be 
aggregated (e.g., sampling, monthly averages, cumulative averages, etc.). The aggregation type allows the definition 
of the most appropriate summative method for high velocity data. The method is customizable to each individual, 
condition and measurement. For instance, different conditions in the same patient may rely on different aggregations 
of weight or blood pressure readings.  

 The reading sequence is a sequence of tuples consisting of a timestamp and a value. The sequence is updated with 
every reading associated with a measurement. Furthermore, a new measurement object will be instantiated if any of 
the underlying fields such as the ordering party or the device id are changed. 

 The observation object is used to capture the results of an encounter between a patient and a health care provider. 
Depending on the result of the observation, the PHR may be restructured to highlight a new condition or the 
observation may be linked to an already existing health condition.  

 The relation object will help identify the type of relation (e.g., parent, sibling, child, etc.) as well as the associated 
uid of the relative. The underlying application will then perform regular updates based on routine updates to the 
relative’s PHR or based on newly discovered research to establish the association among any of the individual’s 

(1) Basic information 
{uid: “p111”, 
  firstName: “Susan”, 
  lastName: “Smith”, 
  gender: female”, 
  dob: ISODate(“4/1/1966”), 
  … 
  address: { 

streetAddress: “723 W. Michigan St”, 
city: “Indianapolis”, 
state": “IN”, 
postalCode": "46202" 

  }, 
  … 
} 

 (2) Measurement 
{uid: “p111”, 
  mid: “p111_m001” 
  type: “glucoseLevel” 
  mapping: [“anotherName”, ….],  
  aggregationType: “monthly_average”, 
  ordered_by:  “d555”, 
  device: “p111_devID” 
   … 
  reading: [ 

{“2016-01-14T10:50:42”, “100”},  
{“2016-01-15T11:20:21”, “120”}, 
 …] 

} 
 

  

(3) Observation 
{uid: “p111”, 
  oid: “p111_o001” 
  type: “officeVisit”, 
  date: ISODate(“4/1/2016”), 
  symptoms: [“fatigue”, …], 
  measurement:[“p111_m002”, “p111_m010”,   …], 
  diagnosis: { 

condition: {“gestational diabetes”, 
“p111_cond005”} 
… 

  }, 
  performedBy: “d555”, 
  prescription: “p111_pr001”, 
  documents: [“p111_doc012”, “p111_doc013”,…], 
  … 

} 

 (4) Relation 
{uid: “p111”, 
  relation : [ 
      { “sibling”, “p112”}, 
      { “sibling”, “p113”}, 
      { “parent”, “p001”}, …], 
  }, 

 

   Figure 5. Sample Primitive Objects 
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health conditions and those of a relative. Furthermore, a scoring mechanism is established and dynamically refined 
to indicate the strength of this association with each of the relatives and for each of the specific health conditions. 
Several indexing mechanisms are available in MongoDB that support this type of association. 

c) Services and updates 

Each individual interacts with the server and the health care provider through her personal digital assistant (PDA). 
Both the server application and the PDA-application have a three-tier architecture: 1) the front-end is implemented 
using HTML, CSS and JavaScript, 2) the middle layer is based on GoLang, and 3) the back-end uses Mongo-DB. On 
the server, Mongo-DB is used to store all the data related to the registration, personalization, authentication, services 
and updates. It also manages user profiles and displays data according to each user profile.  

There are two main types of profiles: the patient profile and the health provider profile. The health provider profile is 
outside the scope of this paper. It essentially classifies the health providers into roles including physician, nurse, 
insurance, institution, etc. The physician profile allows the user to interact with the patient through messaging and 
enables the physician to organize the patients into different groups (e.g., a “critical watch list.”) The physician, once 
authorized by the patient, can also place the patient’s measurements under alert. This configurable functionality will 
enable the physician to receive an alert, for example, when the glucose level of the patient exceeds a certain level. The 
interaction between the health provider and the individual described above represents one layer of communication. 
The other communication layer consists of the interaction of the individual with the community. 

One of the functionalities of the services and updates module in Figure 4 is to extract health information from different 
sources of specific interest to the patient. This information can be the result of recent research, a nutrition database or 
preventive health information. This functionality is key as it will help the timely translation of scientific findings into 
immediate benefit to the patient thereby promoting retention and mainstream engagement.  

The services and updates module will also be responsible for recruiting participants for large scale studies. In this 
case, a given uid will send a request to the server for the distribution of a recruitment form to participants. The server 
will review the request and based on the uid’s trust level and a pre-authorized protocol will either decide to forward 
the request to the target participants or request additional endorsement/validation. Once this authorization step is 
completed, the server application will generate a list of qualified participants. Additional restrictions may apply during 
this step. For instance, the requesting party may be asked to refine the underlying query if the number of participants 
that qualify exceeds or is below a given threshold leading to resource exhaustion or privacy violation, respectively. 
This automated data validation process is currently under investigation.  

Once the validation process is completed, the services module will contact the participants using a push notification 
technology and will register the uid of the users that accept to participate in the study. The anonymized and sanitized 
data corresponding to the participants will be extracted and forwarded to the requesting investigator. The investigator 
will be required to disclose the result of the study which will be made available to the participants and to the 
community at large. Furthermore, the users will be able to score these findings in terms of benefit to their health, thus 
impacting the accumulated contribution score of the individual investigator. This type of engagement allows the 
patients to feel empowered and is critical to their retention.  

Most of the activities related to the engagement of the patient in community studies and research are handled by the 
server application without any involvement from the patient beyond the authorization and the feedback steps. In order 
to further facilitate this process, the user may decide to setup general rules that are applicable to all requests in a given 
category.  An example rule may be to accept requests for participation for all studies sponsored by a given institution 
or a given individual. This type of rules promotes “brand” loyalty and facilitates stronger research-community 
relationships.  

Typically, HIPAA prevents direct researcher-patient contact and mediation through a health care provider is mandated 
unless the participant clearly opted in to direct contact. In the proposed architecture, the patient has to provide prior 
authorization. Beyond this step, the exchange of information is mediated by the services and updates module which 
will have to be under the administrative management of a “trusted party”. The policy implication of this data exchange 
model and other models proposed in the paper is the subject of future investigation.    

d) The notification and access authorization module 

As previously mentioned the structure of the communication of the proposed framework consists of the combination 
of two layers. The first layer is a cloud server and supports the communication between the patient and the community. 
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This layer has a centralized architecture and includes the notification and access authorization module shown in Figure 
4 which is responsible for: 

 The authentication of all users, including patients, service 
providers and researchers.  

 The management of patient-health care provider access 
authorizations which are given on a per condition basis by the 
patient to the health care provider. Connection rules are managed 
through the front-end and data access rules are managed through 
the back-end in MongoDB.  

 The management of access authorizations required for the 
participation of the patient in research studies.  

The second communication layer is a Peer-to-Peer network as 
illustrated in Figure 6.  Peer-to-Peer networks are becoming 
increasingly popular in social computing (e.g., Napster). In this 
layer, peers are autonomous and self-organize in a private sub-network that co-exists with other patient-centric or 
provider-centric networks. Once a user is authenticated by the notifications and access authorization module in the 
first layer, she can exchange data directly with her selected peers without the involvement of the server. This mode of 
communication is used for the exchange of private data between the patient and the health care provider. In addition 
to scalability and congestion control, the Peer-to-Peer network offers better data exchange security. 

The Personalized PHR  

The role of the registration and personalization module is to generate the specific meta-model for the PHR and to 
populate it with the appropriate data by using the other modules including the services and updates module mentioned 

above. Figure 7 shows a high level representation 
of this model for a specific individual. The 
skeleton of the model is generated by the 
registration and personalization module when the 
patient first interacts with the platform. This model 
is then enhanced and updated as it is enriched by 
the user, the health care provider and the users’ 
network.  

The services and updates module will rely on 
available application program interfaces (APIs) in 
order to extract the information needed from 
different EHRs and research data sites. The APIs 
can be triggered on a regular basis to update the 
PHR record of each individual patient. These data 
are stored in the MongoDB database by using the 
primitive objects and consolidated based on the 
uid. A copy of these data and the meta-model are 
available as part of the back-end database of the 
client application on the patient’s PDA.  

In most traditional client-server applications, the 
client-side application retrieves data on-demand 
from the server. In the proposed architecture, the 
client and the server are both responsible for 
different types of data exchanges and services. The 
server application is responsible for the exchange 
of information between the patient and the 
community. The client application is responsible 
for the management of the patient’s private health 

data. For instance, direct capture of measurement from a home health device and its delivery to the health provider 
will be handled by the PDA through the patient-centric Peer-to-Peer network; whereas, the delivery of health data 

Patient Profile  
{  
 Basic Information { } 
 Condition  
 {cid: “p111_cond125”, 
     description: “diabetes” 
     type: “recurrent” 
     mid: {“p111_m0001”,  
     Previous manifestations: {  
            “p111_cond101”,  “p111_cond112”, …} 
     Prescription: “p111_pr002”, 
     subConditions : {“p111_cond005”, “p111_cond025”,…} 
     relationPred{ “p112_cond010”, “p001_cond003”}, 
     …. 
  } 
 Condition  
{cid: “p111_cond126”, 
     description: “flu” 
     type: “acute” 
     Prescription: “p111_pr012”, 
     …. 
 } 
Past conditions { } 
Relation { } 
Message Center { }  

Figure 7. PHR data model 

Figure 6. Peer-to-Peer Network 
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necessary for a study will be handled by the server application once patient approval is granted. This delineation allows 
the patient to focus on the health management issues that are of most concern to his condition. Furthermore, it 
facilitates managed control of time-critical exchanges with the patient and his personalized private health network 
(Figure 6).   

Data Retrieval and Indexing 

One of the major challenges of the proposed application is the ability to provide ease of access for a specific individual 
as well as across a large set of individuals. Most current database applications either provide one or the other. For 
instance, organizations often segregate among the two types of accesses by using a transactional database (e.g., EHR), 
as well as a data warehouse for analysis and reporting purposes. Combining the two is the subject of ongoing 
research30. One of the emergent application of this combination is social computing. The social media model is 
relatively simple and based on relations such as “is a friend”, “is a follower”, etc. The proposed PHR model also needs 
to support both transaction-based interactions (e.g., health care provider – patient) as well as analytics-based 
processing for large scale studies. However, the health context makes the data retrieval and management complex. 
Therefore, communication has been segregated into two layers, services have been carefully assigned to the client or 
the server and data management has been associated with the most appropriate application depending on the context.  

Patient local data are essentially managed by the client application and then bi-directionally synchronized with the 
server as needed. For high velocity data, aggregation can help reduce the size of the data that needs to be stored on 
the PDA. A detailed view of the data can be obtained on-demand through the server application. Although MongoDB 
is not an SQL database, it does support aggregation which can be used to implement the above functionality. The other 
type of data that may represent a burden for the client application is the document type (e.g., images). In this case, the 
original copy of the document can be stored on the server and the client application can access it on demand from the 
server using a hyperlink.  

Because of the potentially large volume of data on the server, proper indexing becomes a critical requirement. Data 
on the server is organized by using collections of primitive objects (e.g., basic information, measurements, 
observations, relation, etc.). These collections are for all individuals and indexed by the uid. In order to facilitate large-
scale queries, several other indexes (e.g., indexes by condition or geolocation) need to be maintained. Furthermore, 
compound indexes that are composed of more than one predicate will be developed overtime as the system matures 
and is enriched by complex user queries. These indexes may eventually hold the most interesting answer to large scale 
research questions as they will be able to associate, for example, individuals with different phenotypes or genotypes.  

Tree and geospatial indexes can also be used to organize the relation of an individual’s PHR to that of her relatives’ 
PHRs, thus facilitating condition-based distance scoring. Finally, the Time-to-Live (TTL) index will be used to 
adequately manage the data in MongoDB. The TTL index is customarily used to automatically delete old data from 
the system. In this case, the TTL index will be used to archive data to a secondary database. This multi-tier database 
stack allows a) patient centric data to be close to the patient on his PDA, b) community current data to be close to the 
researchers and c) historical data to be available for long term studies.   

Conclusion 

The proposed platform will help close important gaps in the healthcare research, clinical practice and patient 
continuum by allowing patients to better manage their health, and benefit from up-to-date research efficiently and 
effectively. The proposed framework will link a patient’s health information to relevant health data about their family 
members, automatically determine the applicability of current medical evidence or recommendations to the patient, 
and enable the patient to enrich his record from external data sources. We believe that these features will facilitate 
mainstream adoption and, more importantly, sustained engagement by the patient in managing his health. 

The innovative aspects of the proposed framework and its departure from the limitations of current approaches center 
on: 

 developing methods to custom-build on-demand applications that will manage data for each individual patient in a 
personalized and focused manner; and 

 identifying mechanisms that can translate research findings into practical and systematic methods for organizing 
patient health information. 

We believe that this level of quality of service will keep patients engaged and interested in the management of their 
data. Furthermore, it will encourage patients to become willing participants in large-scale medical studies that can 
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further improve research. Our goal is to leverage the viral effect of social networks towards a customizable solution 
for patient-centered health record and a cost-effective mechanism to provide answers to important questions that are 
unattainable through traditional research studies.  
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